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Abstract:

Early identification of skin cancer is essential for improving
diagnostic reliability and patient outcomes. Although convolutional
neural networks (CNNs) have demonstrated promising
performance in dermoscopic image classification, comparative
evaluations on imbalanced multiclass datasets remain challenging.
This study compares three transfer learning-based CNN
architectures—VGG16, ResNet50, and MobileNetV2—for seven-
class skin lesion classification using the imbalanced HAM10000
dataset. All models were evaluated using the same dataset
partitions, image resolution, and performance metrics, while
architecture-specific augmentation and loss-function strategies
were retained. In particular, VGG16 used MixUp, ResNet50 used
CutMix, VGGI16 and ResNet50 employed Focal Loss, and
MobileNetV2 used label smoothing. Performance was assessed
using accuracy, precision, recall, F1-score, confusion matrices, and
ROC-AUC. ResNet50 achieved the best overall performance, with
85.71% accuracy and a weighted F1-score of 0.8502, ahead of
VGG16 (82.52%, 0.8172) and MobileNetV2 (79.32%, 0.7739).
ResNet50 also showed the highest recall for melanoma and
dermatofibroma among the three tested configurations, although
minority-class sensitivity remained limited. These results favor
ResNet50 under the evaluated training configurations;, however,
differences in augmentation and loss functions prevent attributing
performance gaps solely to network architecture.
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INTRODUCTION

Skin cancer is now a significant public health issue because its incidence continues to
increase worldwide, adding considerably to the global cancer burden [1]. Long-term exposure
to ultraviolet (UV) radiation continues to be a major risk factor for melanoma and non-
melanoma skin cancers, particularly in tropical countries such as Indonesia [2]. In many regions,
delayed diagnosis is still common because of limited public awareness and unequal access to
dermatological services, reducing the opportunity for timely treatment and lowering patient
survival rates [3]. Consequently, increasing the reliability of early skin cancer identification has
become a key objective in clinical practice.

The conventional diagnostic process primarily relies on visual examination and
dermoscopy performed by experienced dermatologists [4], [5]. Although these approaches are
widely accepted in clinical settings, diagnostic outcomes may vary depending on the clinician's
expertise and experience. Such variability becomes more evident in healthcare facilities with
limited specialist availability, increasing the likelihood of delayed or inconsistent diagnoses.
These challenges have encouraged the development of computer-assisted diagnostic tools
that can offer consistent and impartial support for clinical decisions. Recent developments in
artificial intelligence, especially deep learning, have improved automated medical image
analysis. Convolutional neural networks (CNNs) can learn discriminative representations
directly from dermoscopic images for multiclass skin lesion classification [6], [7]. The
architectures evaluated in this study have different design principles: ResNet50 uses residual
connections, while MobileNetV2 uses inverted residual blocks and linear bottlenecks [8], [9].
Previous skin lesion classification research has also examined deep CNN architectures and
ensemble methods [10], [11].

Comparing convolutional neural network (CNN) architectures for skin lesion
classification remains challenging because existing studies employ different datasets,
preprocessing strategies, data augmentation techniques, and evaluation protocols [12-15].
These methodological differences limit the comparability and reproducibility of reported
results, making it difficult to determine whether performance improvements arise from
architectural advantages or differences in experimental design. Previous studies using the
HAM10000 dataset have explored various deep learning approaches, including transfer
learning with DenseNet169 and ResNet50 [10] and optimized CNNs incorporating data
augmentation [16]. Other investigations have proposed specialized CNN architectures, such as
DeepSkin CNN [12], and ensemble-based approaches to improve skin lesion classification [11].
Although these studies demonstrate the potential of deep learning for automated
dermatological image analysis, differences in model configurations and evaluation strategies
highlight the need for more consistent comparative assessments.

Importantly, the substantial class imbalance in the HAM10000 dataset presents an
additional challenge, particularly for minority classes such as melanoma (MEL), actinic keratosis
(AKIEC), and dermatofibroma (DF). In this context, overall accuracy alone may provide an
incomplete representation of model performance because high classification accuracy can
coexist with poor recognition of underrepresented lesion categories [16—19]. Therefore, class-
wise metrics, including precision, recall, and F1-score, are essential for evaluating the ability of
CNN architectures to recognize lesions across different diagnostic categories.

To address these limitations, this study presents a comparative evaluation of VGG16,
ResNet50, and MobileNetV2 using the HAM10000 dataset [22] under a consistent experimental
framework. Existing studies have investigated transfer learning models, optimized CNN
architectures, ensemble-based methods [20], and wavelet-based approaches [21] for skin
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lesion classification; however, variations in experimental settings make it difficult to determine
whether reported performance differences arise from network architectures or differences in
data preparation and training strategies. Accordingly, this study evaluates the three models
using a shared dataset partitioning strategy, image dimensions, and evaluation protocol, while
acknowledging that certain augmentation and loss-function choices differ across architectures,
as described in the Methods section. Consequently, the results are interpreted as a comparison
of the evaluated model-training configurations rather than an architecture-only ablation.
Particular emphasis is placed on class-wise performance for melanoma (MEL), actinic keratosis
(AKIEC), and dermatofibroma (DF) to assess the models' ability to recognize underrepresented
lesion classes and provide a more comprehensive understanding of the trade-offs between
classification performance and model efficiency.

METHOD

This quantitative experimental study evaluated three transfer learning-based
convolutional neural network architectures—VGG16, ResNet50, and MobileNetV2—for
multiclass skin lesion classification. Each model was assessed using the same HAM10000 train,
validation, and test partitions and the same reporting metrics. The models were not trained
with fully identical augmentation and loss functions; therefore, observed performance
differences may reflect both architectural properties and training strategies. The workflow
consisted of dataset preparation, image preprocessing, augmentation, model training, fine-
tuning, evaluation, and cross-model analysis, as illustrated in Figure 1.

Skin Lesion Classification Framework Workflow
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Figure 1. Overall workflow of the proposed methodology.

Figure 1 depicts the complete sequence implemented in this research, covering data
preparation, image processing, model development, assessment, and cross-model analysis.
The HAM10000 dataset was partitioned into training, validation, and test subsets through
stratified sampling so that the initial class proportions were retained. Model performance was
evaluated using accuracy, precision, recall, F1-score, confusion matrix, and ROC-AUC.

1. Dataset and Data Splitting
Table 1. Distribution of Skin Lesion Classes in the HAM10000 Dataset

—
Imbalance-aware
Training N
p. —

Using Focal Loss, Label
Smoothing, Adam
Optimizer, Learning Rate
Scheduling, and Early
Stopping

Class Abbreviation Number of Images Percentage
Melanocytic nevi NV 6,705 66.95
Melanoma MEL 1,113 11.11

165



Aurel E. P, et al. / Journal of Technology Informatics (JoTl), Vol.8, No.2, October 2026, Page 163-173

Class Abbreviation Number of Images Percentage

Benign keratosis-like BKL 1,099 10.97
lesions

Basal cell carcinoma BCC 514 5.13
Actinic keratoses AKIEC 327 3.27
Vascular lesions VASC 142 142
Dermatofibroma DF 115 1.15
Total — 10,015 100.00

Distribution of skin lesion classes in the HAM10000 dataset

Number of images for each skin lesion class lustrating the class imbalance.

Y

ME

Figure 2. Distribution of skin lesion classes in the HAM10000 dataset.

Table 1 reports the number of images in each lesion category. Melanocytic nevi (NV)
dominate the dataset, whereas dermatofibroma (DF) and vascular lesions (VASC) have relatively
few samples. This imbalance can lead models to favor majority classes; consequently, class-
wise metrics are necessary to assess the recognition of underrepresented categories.

2. Image Preparation and Training Augmentation

Before training, each dermoscopic image was scaled to 224 x 224 pixels, in accordance
with the input dimensions required by the selected pretrained CNN models. Pixel intensities
were standardized with the ImageNet preprocessing routine assigned to each backbone to
maintain compatibility with pretrained weights. To improve generalization during training, the
image pipeline included random rotations, horizontal and vertical flips, translations, zoom, and
brightness adjustments. The additional augmentation methods were architecture-specific:
MixUp was applied to VGG16, whereas CutMix was applied to ResNet50. Thus, the
augmentation protocols were not identical across the three models, which should be
considered when interpreting comparative performance [23].

3. CNN Architectures and Training

The three evaluated CNN architectures were initialized from ImageNet weights so that
previously acquired visual features could be reused. For each architecture, the original
classification layer was replaced with a customized classification head composed of Global
Average Pooling, dense layers, dropout regularization, and a softmax output layer configured
for seven-class prediction [24]. Fine-tuning was performed by making selected higher-level
layers of the pretrained networks trainable, allowing the models to adapt features to the skin-
lesion classification task. VGG16 and ResNet50 used Focal Loss to address class imbalance,
whereas MobileNetV2 employed label smoothing. All models were trained with the Adam
optimizer. Because different loss functions and augmentation techniques were used,
performance differences cannot be attributed exclusively to network architecture.
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4. Evaluation Metrics

Model performance was assessed exclusively on the independent testing dataset to
prevent evaluation bias. Several complementary performance metrics were employed,
including accuracy, precision, sensitivity, weighted F1, confusion matrices, and ROC-AUC.
Accuracy was used to measure overall classification performance, whereas precision, sensitivity,
and F1 supplied detailed evidence about prediction quality for each class. Confusion matrices
were analyzed to identify common misclassification patterns among lesion categories, while
ROC-AUC was used to evaluate the discriminative capability of each architecture across all
classes. Collectively, these evaluation metrics provided a comprehensive assessment of model
effectiveness, particularly for minority-class recognition under an imbalanced multiclass
setting.

RESULTS AND DISCUSSION

This section reports the experimental findings and examines the relative performance
of VGG16, ResNet50, and MobileNetV2 within a common experimental setting. Every
evaluation used the independent test set to maintain an impartial comparison. Model
performance was assessed using accuracy curves, ROC-AUC, confusion matrices, and class-
wise evaluation metrics.
1. Overall Classification Performance

The relative behavior of the assessed CNN architectures is presented using the training
and validation accuracy curves, ROC-AUC curves, confusion matrices, and classification reports.

VGG16 Accuracy VGG16 Loss

020 — Train Lass
— Val Loss

Loss

o 10 20 0 a0 so &0 [ 10 20 20 a0 50 50
Epoch Epoch

ResNet50 Accuracy ResNet50 Loss

Loss

o 10 20 30 40 50 60 o 10 20 30 40 50 60
Epoch Epoch

MobileNetV?2 Accuracy MobileNetV2 Loss

0 10 20 0 a0 0 10 20 0 a0
Epoch Epoch

Figure 3. Training and validation accuracy and loss curves of the evaluated CNN architectures.
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The learning profiles in Figure 3 show that ResNet50 achieved the most stable
convergence during training and validation. Compared with the other architectures, its
validation accuracy remained more consistent across epochs, suggesting stronger
generalization capability. This behavior can be attributed to the residual learning mechanism,
which facilitates gradient propagation and enables deeper feature extraction. Conversely,
VGG16 exhibited indications of mild overfitting during the later training stages, while
MobileNetV2 showed greater fluctuations in validation performance, implying reduced
effectiveness in learning complex multiclass dermoscopic features. These observations are
consistent with previous studies highlighting the advantages of residual learning for skin lesion
classification [8], [10], [16], [25].
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—— BKL (AUC=0.916) — BKL (AUC=0.942)

—— DF (AUC=0.988) as - — DF (AUC=0.385)
—— MEL (AUC=0.893) — MEL (AUC=05510)
—— NV (AUC=0.926) NV (AUC=0.957)

VASC (AUC=0.992) L VASC (AUC=0.997)
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Figure 4. ROC-AUC curves of the evaluated CNN architectures.

The ROC-AUC analysis shown in Figure 4 further confirms the superiority of ResNet50.
The model achieved consistently higher discriminative performance across most lesion
categories, particularly melanoma (MEL), demonstrating better separation between classes.
Although VGG16 produced competitive results for dominant lesion categories, its performance
declined when class imbalance became more pronounced. MobileNetV2 achieved
comparatively lower ROC-AUC values for minority classes, indicating greater difficulty in
distinguishing underrepresented lesions within the dataset.

VGG Normalized CM MobileNet Normalized CM

Reshet Normalized CM
P 0e3 @12 ooo  oos @2 o3 agec] 821 01z | @38 oo 01s
KiEC 608 031 803 006 018 000
000 oo 0oz | aos 0
o 65 ooo ooz a0

oo . . . - . oo

Precited label ¥ Predited label

Figure 5. Normalized confusion matrices of the evaluated CNN architectures.
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Additional insight is provided by the normalized confusion matrices in Figure 5.
ResNet50 generated stronger diagonal patterns, indicating a higher proportion of correctly
classified samples across almost all lesion categories. In contrast, VGG16 produced more
confusion between melanoma (MEL) and melanocytic nevi (NV), whereas MobileNetV2
struggled to recognize several minority classes, particularly dermatofibroma (DF). Despite the
common tendency of all models to misclassify minority lesions as the majority NV class,
ResNet50 maintained the most balanced prediction performance when evaluated on the same
test set [16], [26].

Table 2. Classification Report of VGG16
Precision Recall F1-Score Support

AKIEC 0.6957  0.4848 0.5714 33
BCC 0.8529  0.5686 0.6824 51
BKL 0.7033  0.5818 0.6368 110
DF 0.8571  0.5000 0.6316 12
MEL 0.5905  0.5586 0.5741 111
NV 0.8774  0.9507 0.9126 670

VASC 0.8000  0.8571 0.8276 14

Accuracy 0.8252 1001

Macro Avg 0.7681  0.6431 0.6909 1001

Weighted  0.8179  0.8252 0.8172 1001
avg

Table 2 shows that VGG16 obtained 82.52% overall accuracy, together with a weighted
F1 of 0.8172 and a macro F1 of 0.6909. The marked difference between the weighted and
macro F1 values suggests that the model remained biased toward majority classes, particularly
NV, while exhibiting reduced sensitivity for less represented classes, including AKIEC, DF, and
MEL. These results suggest that although VGG16 provides competitive overall classification
performance, its robustness decreases under severe class imbalance.
Table 3. Classification Report of ResNet50
Precision Recall F1-Score Support

AKIEC 0.8000 0.4848 0.6038 33
BCC 0.8049  0.6471 0.7174 51
BKL 0.7217  0.7545 0.7378 110
DF 0.8750  0.5833 0.7000 12
MEL 0.7500 0.5676 0.6462 111
NV 0.8944  0.9612 0.9266 670

VASC 0.9231  0.8571 0.8889 14

Accuracy 0.8571 1001

Macro Avg 0.8242  0.6937 0.7458 1001

Weighted  0.8519  0.8571 0.8502 1001
avg

Table 3 demonstrates that ResNet50 produced the strongest aggregate result,
recording 85.71% accuracy, a weighted F1 of 0.8502, and a macro F1 of 0.7458. Compared with
VGG16 and MobileNetV2, ResNet50 produced more balanced precision and recall across both
majority and minority classes. The smaller gap between weighted and macro F1-scores
indicates improved robustness against class imbalance, confirming the effectiveness of residual
learning for multiclass skin lesion classification.
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Table 4. Classification Report of MobileNetV2

Precision Recall F1-Score Support

AKIEC 0.7000  0.2121 0.3256 33
BCC 0.7143  0.3922 0.5063 51
BKL 0.6344  0.5364 0.5813 110
DF 0.0000  0.0000 0.0000 12
MEL 0.5268  0.5315 0.5291 111
NV 0.8591  0.9552 0.9046 670

VASC 0.6923  0.6429 0.6667 14

Accuracy 0.7932 1001

Macro Avg 0.5895  0.4672 0.5019 1001

Weighted  0.7723  0.7932 0.7739 1001
avg

Table 4 shows that MobileNetV2 recorded 79.32% overall accuracy, with weighted and
macro F1 values of 0.7739 and 0.5019. The substantial separation between weighted and macro
F1 values suggests substantial bias toward the majority class. Although MobileNetV2
maintained competitive performance for NV, it showed poor recognition of minority classes,
including complete failure to identify DF samples. These findings suggest that lightweight
architectures may sacrifice discriminative capability when applied to highly imbalanced
multiclass dermoscopic datasets.

2. Quantitative Performance Comparison
Table 5. Overall Performance Comparison of CNN Architectures

Model Accuracy  Precision  Recall Weighted Macro F1 95% ClI
(%) F1
VGG16 82.52 0.8179 0.8252 0.8172 0.6909 80.17-84.87
ResNet50 85.71 0.8519  0.8571 0.8502 0.7458  83.54-87.88
MobileNetV2 79.32 0.7723 0.7932 0.7739 0.5019 76.81-81.83

Table 5 summarizes the measured classification performance. ResNet50 achieved the
highest overall accuracy (85.71%) and weighted F1-score (0.8502), followed by VGG16 (82.52%
and 0.8172) and MobileNetV2 (79.32% and 0.7739). ResNet50 also attained the highest macro
F1-score (0.7458), indicating stronger average class-wise performance in this evaluation. The
displayed 95% confidence intervals describe uncertainty in the individual accuracy estimates;
they do not, on their own, establish statistically significant differences between models.

3. Minority Class Performance and Clinical Implications
Table 6. Comparison of Minority-Class Recall Across the Evaluated CNN Architectures

Model MEL AKIEC DF
VGG16 55.86 48.48 50.00
ResNet50 56.76 48.48 58.33
MobileNetV2 53.15 21.21 0.000

Table 6 compares the recall performance of the evaluated CNN architectures on
clinically important minority classes, including melanoma (MEL), actinic keratosis (AKIEC), and
dermatofibroma (DF). ResNet50 achieved the best overall minority-class performance,
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particularly for DF and MEL, indicating greater robustness under severe class imbalance. These
findings complement the overall performance results by demonstrating the model's ability to
classify underrepresented lesions more effectively.
4. Class-wise Error Analysis

All evaluated models performed best on the majority NV class, reflecting the
imbalanced distribution of the HAM10000 dataset. However, ResNet50 produced more
consistent predictions across minority classes, whereas MobileNetV2 frequently misclassified
minority lesions as NV. These findings indicate that residual learning improves feature
representation for imbalanced multiclass skin lesion classification.
5. Architectural Comparison, Computational Complexity, and Practical Implications

Table 7. Qualitative Comparison of Computational Characteristics of the Evaluated
CNN Architectures

Model Architecture Characteristics Computational Recommended
Complexity Deployment
VGG16 Deep CNN with stacked High High-performance
convolutional and fully workstations
connected layers
ResNet50 Residual learning Moderate-High Clinical decision
architecture with skip support systems
connections
MobileNetV2 Lightweight CNN using Low Mobile and edge
depthwise separable devices

convolutions

Table 7 presents the computational characteristics of the evaluated CNN architectures.
The results indicate that MobileNetV2 is more suitable for resource-constrained environments
because of its lightweight design, whereas VGG16 requires higher computational resources.
ResNet50 provides the strongest compromise between prediction quality and computational
demand, supporting its applicability for Al-assisted skin lesion classification in clinical settings
[11], [25].

CONCLUSIONS AND SUGGESTIONS

This study compared VGG16, ResNet50, and MobileNetV2 for seven-class skin lesion
classification using the HAM10000 dataset under a common data-partitioning and evaluation
protocol. ResNet50 achieved the best overall performance, with 85.71% accuracy, a weighted
F1-score of 0.8502, and a macro F1-score of 0.7458, outperforming VGG16 (82.52% accuracy;
weighted F1-score of 0.8172) and MobileNetV2 (79.32% accuracy; weighted F1-score of
0.7739). ResNet50 also demonstrated higher recall for melanoma (MEL) and dermatofibroma
(DF), while matching VGG16 in recall for actinic keratosis (AKIEC), highlighting its stronger
aggregate performance and recognition of selected lesion classes. Although MobileNetV2
offers a lightweight architecture, its lower classification performance indicates a potential
trade-off between model efficiency and predictive capability. These findings identify
ResNet50 as a promising candidate for further investigation in automated skin lesion
classification, rather than establishing its readiness for clinical deployment. Nevertheless, the
use of a single publicly available, highly imbalanced dataset, the absence of external clinical
validation, and architecture-specific augmentation and loss-function strategies limit
generalizability and prevent the isolated attribution of performance differences to network
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architecture alone. Future research should adopt fully matched training protocols and
controlled ablation experiments, validate the models on independent clinical datasets,
investigate explainable Al and additional imbalance-aware strategies, and benchmark
inference time, floating-point operations (FLOPs), and memory consumption to establish
their robustness and practical deployment feasibility.
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