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Article Information Abstract:  

 

This systematic literature review (SLR) examines modern data stack 

architectures for data warehousing, focusing on their architectural 

layers and the tools used within each layer. Following SLR 

procedures, scholarly articles published between 2020 and 2025 

were retrieved from IEEE Xplore and Google Scholar and screened 

using predefined inclusion and exclusion criteria, resulting in 35 

primary studies. The review addresses three research questions: (1) 

which architectural layers predominate in modern data stack 

frameworks, (2) which tools and technologies are commonly 

applied within each layer, and (3) which trends shape the evolution 

of these architectures. The findings show a clear convergence 

toward modular, cloud-native architectures consisting of six layers: 

data ingestion, storage, transformation, orchestration, serving, and 

governance. Four major trends were identified: the shift from 

Extract, Transform, Load (ETL) to Extract, Load, Transform (ELT), the 

emergence of lakehouse architectures, the growing adoption of 

managed and serverless services, and the expansion of real-time 

analytics. This study contributes a layer-by-layer technology 

mapping that offers a structured reference for practitioners, 

researchers, and organizations in evaluating and designing cloud-

based data warehouse platforms. 
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INTRODUCTION 

1. Background 

Data warehousing has changed substantially in recent years, driven by the adoption of 

cloud computing, advances in big data technologies, and the growing demand for real-time 

analytics that support operational efficiency and strategic decision-making [1]. Traditional data 

warehouses were monolithic, relied on tightly coupled Extract, Transform, Load (ETL) processes, 
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and ran on on-premises infrastructure; they are increasingly being replaced by modular data 

stack architectures that prioritize flexibility, scalability, and cloud-native design [2]. 

Modern data stack architectures represent a paradigm shift in how organizations 

design, build, and maintain their data infrastructure. They combine cloud platforms, managed 

services, and open-source tools into composable pipelines that can integrate diverse data 

sources, serve multiple analytical workloads, and scale elastically with business demand [3]. The 

decoupling of storage and compute, a foundational principle of these architectures, allows 

organizations to optimize operational costs while maintaining high performance [4]. 

Several prior studies have examined related topics. A systematic review of distributed 

data warehouse architectures synthesized 29 studies under the PRISMA 2020 guidelines and 

organized its findings around four governance-oriented themes, namely security, federation 

and data mesh, lakehouse adoption, and real-time streaming, underscoring organizational 

autonomy and compliance as the central concerns of distributed warehousing research [5]. 

Database design studies, including work on physical and conceptual data modeling for 

institutional information systems [6], show that structuring data persistence remains an active 

area of inquiry even as the surrounding architecture shifts toward cloud-native paradigms. 

Studies on big data adoption in specific domains, such as Islamic (sharia) accounting [7], 

likewise rely on structured literature searches to map fragmented bodies of knowledge into 

coherent themes, reinforcing the value of systematic reviews for fast-moving technology 

domains. However, none of these studies provides a layer-by-layer technology mapping from 

ingestion to governance specifically for data warehousing; most focus on a single concern, 

such as governance, security, or a specific industry, or remain at a conceptual level without 

consolidating the tool ecosystem. This gap motivates the present review. 

2. Problem Statement 

Despite the widespread adoption of modern data stack architectures, there is still a lack 

of literature that systematically examines their architectural layers and the tools associated with 

each layer. Organizations migrating from legacy systems to modern architectures need 

evidence-based guidance on both architectural patterns and tool selection [8]. Furthermore, 

the rapid pace of innovation in the data engineering ecosystem calls for periodic reviews that 

capture emerging trends, best practices, and lessons learned from implementation case 

studies. 

3. Research Questions 

This systematic literature review addresses the following research questions (RQ): 

a) RQ1: Which architectural layers are predominantly employed in modern data stack 

frameworks for data warehousing? 

b) RQ2: Which tools and technologies are commonly utilized within each architectural 

layer? 

c) RQ3: Which primary trends characterize the evolution of present-day data stack 

architectures? 

 

METHOD 

1. Search Strategy 

A systematic search was conducted in academic databases and digital libraries, namely 

IEEE Xplore and Google Scholar, to identify peer-reviewed articles and relevant publications on 

modern data stack architectures for cloud-based data warehousing. 
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2. Search Terms 

The following search terms and Boolean combinations were used: 

a) “modern data stack” AND “cloud architecture” 

b) “data warehouse” AND “cloud” AND “architecture layers” 

c) “data lakehouse” AND “data platform” 

d) “tools” AND “platform” 

3. Criteria for Inclusion and Exclusion 

The inclusion and exclusion criteria applied during study selection are presented in 

Table 1. 

Table 1. Criteria for Inclusion and Exclusion 

Inclusion Exclusion 

1) Published from 2020 to 2025 

2) Focus on data warehouse architectures or 

modern data stack components 

3) Discusses architectural layers, design 

patterns, or tool ecosystems 

 

1) Published before 2020 

2) Purely theoretical without architectural 

context  

3) Focus solely on algorithms without 

architectural discussion 

4) Duplicate publications 

 

4. Data Extraction 

The following information was extracted from each selected article: 

1) Architectural layers: the layers of the data stack examined in the study. 

2) Tools and technologies: the tools and technologies used or recommended in each layer. 

3) Trends and future directions: emerging patterns and potential avenues for future 

research. 

5. Selection Process 

The study selection followed a multi-stage process, as illustrated in Figure 1: 

1. Initial search: 240 papers were identified across all databases. 

2. Title and abstract screening: 96 papers were retained after removing duplicates and 

irrelevant studies. 

3. Full-text assessment: 70 papers met the publication year criterion (2020–2025). 

4. Final selection: the 35 most relevant papers were selected based on relevance ranking 

and alignment with the research questions. 
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Figure 1. Study Selection Process 

6. Quality Assessment 

Each of the 35 selected studies was appraised using a simplified quality checklist 

adapted from common SLR practice, covering five criteria: 

1) Methodological rigor: strength of the research design and methods used. 

2) Clarity of architecture: how clearly the system or data stack is described. 

3) Practical implementation: whether the study includes real-world use or validation. 

4) Citation and relevance: level of citations and relevance to the topic. 

5) Relevance to research questions: how well the study supports the research objectives. 

The distribution of the selected studies by publication year is shown in Figure 2. Most 

studies were published in 2024 and 2025, reflecting the growing research interest in modern 

data stack architectures. 

 

Figure 2. Publication Count per Year 

 

Identification
Initial search from databases

n = 240 papers

Title and Abstract Screening
Duplicate removal and relevance screening

n = 96 papers retained

Full-Text Assessment
Articles assessed based on eligibility criteria

Year criteria: 2020-2025
n = 70 papers

Final Selection / Included Studies
Most relevant studies selected

Aligned with research questions
n = 35 papers

1

5

2

4

11
12

0

2

4

6

8

10

12

14

2020 2021 2022 2023 2024 2025

Publication Per Year



Nanang F. U., et al./ Journal of Technology Informatics (JoTI), Vol.8, No.2, October 2026, Page 184-194 

188 

RESULTS AND DISCUSSION 

1. Overview of Modern Data Stack Architecture 

Modern data stack architectures converge on a modular, layered framework that 

separates concerns and allows each component to scale independently. The literature 

consistently identifies six fundamental layers that form the foundation of modern data 

warehousing implementations [1], [2], [3]. 

The core design principle of these architectures is the separation of storage and 

compute, which allows organizations to scale resources independently and improve cost 

efficiency [4]. Enabled by cloud object storage and managed compute services, this separation 

departs from conventional monolithic data warehouses, in which storage and processing were 

tightly coupled. 

2. Architectural Layers in Modern Data Stacks 

Based on the systematic analysis, six layers emerged as standard components of 

modern data stack architectures, as shown in Figure 3. 

 

Figure 3. Architectural Layers of the Modern Data Stack 

A. Data Sources and Ingestion Layer 

The ingestion layer captures data from operational systems, databases, Software as a 

Service (SaaS) applications, and streaming sources. Modern frameworks support both batch 

and real-time ingestion, enabling more efficient handling of diverse data streams [9]. Its key 

characteristics include support for diverse source types (databases, APIs, files, and streams), 

Change Data Capture (CDC) for incremental updates, schema detection and evolution 

management, and a connector-based architecture that improves extensibility. 

B. Storage Layer 

The storage layer has evolved significantly, with three primary patterns emerging from 

the literature: 

1) Data lake pattern: raw data is stored in cloud object storage (S3, Azure Blob, GCS) using 

open formats (Parquet, Avro, ORC) [10]. Data lakes provide a cost-effective way to 

accumulate large volumes of structured, semi-structured, and unstructured data. 

2) Cloud data warehouse pattern: managed services (Snowflake, BigQuery, Redshift) provide 

SQL interfaces, ACID transactions, and optimized query performance [11], offering the 

reliability required for complex analytical workloads. 

3) Lakehouse pattern: a hybrid architecture that combines the flexibility of data lakes with the 

reliability of warehouses through open table formats (Delta Lake, Apache Iceberg, Apache 
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Hudi) [12], [13]. It has gained attention as enterprises seek to consolidate analytics and 

machine learning workloads on a single platform. 

The literature further indicates that lakehouse architectures address the limitations of 

operating separate lake and warehouse systems [12], that open table formats enable ACID 

transactions on data lakes [13], and that decoupled storage allows multiple compute engines 

to access the same data [14]. 

C. Transformation Layer 

The transformation layer implements business logic, data cleansing, and analytical 

model creation. Modern architectures increasingly prefer the Extract, Load, Transform (ELT) 

approach over conventional ETL [15]. ELT leverages warehouse compute power for 

transformations, retains raw data for reprocessing and auditing, simplifies pipelines by 

eliminating intermediate transformation servers, and enables version control and testing of 

transformation logic. Common transformation patterns include SQL-based transformations 

executed within the warehouse [16], modular and dependency-aware transformation 

workflows [17], and incremental processing for efficiency [18]. 

D. Orchestration and Workflow Layer 

Orchestration coordinates pipeline execution, manages dependencies, and handles 

scheduling across the data stack [19]. Its key requirements are dependency management 

between pipeline stages, retry and error-handling mechanisms, monitoring and alerting, and 

support for complex, branching workflows. Common orchestration patterns include Directed 

Acyclic Graphs (DAGs) for workflow definition [19], event-driven orchestration for real-time 

pipelines [20], and metadata-driven pipeline generation [21]. 

E. Serving and Analytics Layer 

The serving layer provides interfaces for data consumers, including business 

intelligence (BI) tools, data science platforms, and operational applications [22]. Its components 

include BI and visualization platforms, SQL query interfaces and semantic layers, machine 

learning feature stores, and reverse ETL for operational analytics [23]. Key trends in this layer 

are the emphasis on self-service analytics [24], embedded analytics in operational applications 

[25], and real-time dashboards for operational intelligence [26]. 

F. Governance, Metadata, and Observability Layer 

This cross-cutting layer addresses data quality, lineage, cataloging, and compliance 

requirements [27], [28]. Its key components are metadata catalogs for data discovery, lineage 

tracking across pipelines, quality monitoring and anomaly detection, and access control and 

compliance frameworks. Emerging priorities include data observability platforms for proactive 

monitoring [29], automated data quality checks [30], and privacy and compliance automation 

[28]. 

3. Tools and Technologies by Layer 

Table 2 summarizes the tools and technologies most frequently discussed in the 

reviewed literature, organized by architectural layer. 

Table 2. Tools and Technologies by Architectural Layer 

Layer Category Tools/Technologies Paper 

References 

Ingestion Managed Connectors Fivetran, Stitch, Airbyte [8], [31], [32] 

 Custom Integration API ingestion, CDC tools [9], [33] 
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Layer Category Tools/Technologies Paper 

References 

 Streaming Kafka, Kinesis, Pub/Sub [20], [26] 

Storage Cloud Warehouses Snowflake, BigQuery, Redshift, 

Synapse 

[2], [11], [34] 

 Data Lakes S3, Azure Data Lake, GCS [10], [14] 

 Lakehouse Formats Delta Lake, Iceberg, Hudi [12], [13] 

Transformation ELT Frameworks dbt (data build tool) [15], [16], [17] 

 Processing Engines Spark, Databricks [4], [35] 

 In-Warehouse SQL Native SQL transformations [16], [36] 

Orchestration Workflow Engines Apache Airflow, Prefect, Dagster [19] 

 Managed Services Azure Data Factory, AWS Glue [8], [37] 

Serving Business Intelligence Tableau, Power BI, Looker [22], [24] 

 Query Engines Presto, Trino, Athena [14], [38] 

Governance Catalogs Alation, Collibra, DataHub [27] 

 Observability Monte Carlo, Datadog [29] 

Table 2 shows that the storage and transformation layers have the most mature tool 

ecosystems, dominated by cloud data warehouses, open table formats, and dbt-based ELT, 

whereas the governance layer is supported by comparatively few studies, indicating an area 

that requires further research. 

4. Key Trends in Modern Data Stack Architectures 

A. Shift from ETL to ELT Paradigm 

The literature documents a clear move from traditional ETL toward ELT, in which raw 

data is loaded directly into the warehouse before transformation [15]. Enabled by the 

computational power of cloud warehouses, this shift simplifies the architecture by eliminating 

intermediate transformation servers, preserves raw data for reprocessing, and allows 

transformations to be modified without re-ingesting data. 

B. Lakehouse Architecture Emergence 

The lakehouse paradigm, which combines the flexibility of data lakes with the reliability 

of data warehouses, is a notable architectural advancement [12], [13]. It addresses the “two-

platform dilemma” in which organizations maintain separate systems for structured analytics 

(data warehouses) and unstructured data processing (data lakes). Its characteristics include 

ACID transactions on data lakes via open table formats, support for diverse data types and 

workloads, a unified governance and security model, and cost optimization through tiered 

storage. Armbrust et al. [12] and Park and Kim [4] provide detailed analyses of lakehouse 

architectures and their benefits for specific use cases. 

C. Managed and Serverless Services Adoption 

The literature shows increasing adoption of managed and serverless data services that 

reduce the operational burden [8]. Organizations are shifting from self-managed infrastructure 

to cloud-native services that automatically handle provisioning, scaling, and maintenance. The 

main advantages are reduced operational complexity, automated scaling and performance 
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tuning, usage-based pricing, and faster time to value. Bukhari et al. [2] document migration 

strategies from legacy systems to cloud-native managed services and highlight both their 

benefits and challenges. 

D. Real-Time and Streaming Analytics 

Growing demand for operational intelligence drives the adoption of real-time data 

pipelines and streaming architectures [20], [26]. Modern stacks increasingly support both batch 

and streaming workloads on unified platforms, and big data analytics and visualization 

platforms play a key role in improving decision- and policy-making [39]. Common real-time 

patterns include Lambda and Kappa architectures for combined batch and streaming 

processing, CDC for near-real-time updates, and stream processing frameworks integrated 

with warehouses. 

5. Theoretical and Practical Implications 

Theoretically, this review contributes a layer-based framework that complements prior 

theme-based studies on distributed data warehousing [5]. Whereas [5] organizes its findings 

around governance concerns (security, federation, lakehouse adoption, and streaming), this 

study structures the same domain according to functional pipeline layers (ingestion, storage, 

transformation, orchestration, serving, and governance). The two perspectives are 

complementary, suggesting that future research may benefit from a two-dimensional model 

that combines architectural layers with governance concerns. 

Practically, the layer-by-layer tool mapping provides a reference for organizations 

evaluating build-versus-buy decisions across the data stack. It also shows that architectural 

choices such as ELT, lakehouse adoption, managed services, and streaming should not be 

adopted merely because they are trends; they must be weighed against cost, governance, and 

vendor lock-in. For researchers, this study provides a more granular, layer-based technology 

mapping that extends prior governance-oriented reviews and offers an updated synthesis of 

modern data stack architectures. 

 

CONCLUSIONS AND SUGGESTIONS 

This systematic literature review examined modern data stack architectures for data 

warehousing based on 35 primary studies published between 2020 and 2025. Regarding RQ1, 

modern data stack architectures converge on six core layers: data sources and ingestion, 

storage (lake, warehouse, or lakehouse), transformation, orchestration and workflow, serving 

and analytics, and governance and observability. Together, these layers form a modular 

paradigm that supports independent scaling, technology substitution, and a clear separation 

of responsibilities. Regarding RQ2, each layer is supported by a distinct tool ecosystem: 

managed connectors (Fivetran, Stitch, Airbyte) and streaming platforms (Kafka, Kinesis) for 

ingestion; cloud data warehouses (Snowflake, BigQuery, Redshift), data lakes, and open table 

formats (Delta Lake, Iceberg, Hudi) for storage; dbt, Spark, and Databricks for transformation; 

Airflow, Prefect, Dagster, Azure Data Factory, and AWS Glue for orchestration; BI platforms 

(Tableau, Power BI, Looker) and query engines (Presto, Trino) for serving; and data catalogs 

(Alation, Collibra, DataHub) and observability tools (Monte Carlo, Datadog) for governance. 

Regarding RQ3, four major trends shape these architectures: the shift from ETL to ELT, the 

emergence of lakehouse architectures, the growing adoption of managed and serverless 

services, and the integration of real-time streaming analytics through CDC pipelines and 

Lambda or Kappa patterns. 

This study has several limitations. The search was limited to IEEE Xplore and Google 
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Scholar, and the final selection relied on relevance ranking, so that some relevant studies may 

have been missed. In addition, several of the reviewed sources are practitioner-oriented rather 

than empirical evaluations. Future research should extend the search to other databases such 

as Scopus, ACM Digital Library, and ScienceDirect, empirically compare tool combinations in 

each layer in terms of cost, performance, and governance, and develop a two-dimensional 

framework that integrates architectural layers with governance concerns. 
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